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Hi Iõm Sam Martin. Iõm head of tech at Geomerics where I have been since almost the companies 
conception. My main focus is on lighting technology, particularly our real time radiosity SDK, Enlighten. 

 

My talk today is not about Enlighten. Instead I want to present my thoughts on game lighting pipelines 
in general.  

 

This is a high level talk about missed opportunities in lighting pipelines. Particularly what has changed in 
the last few years and what we should be looking to in the future.  

 

[Sam will give the UK talk] 
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Hi Iõm Michael Balzer. Iõm the lead developer on Enlighten at Geomerics. My main focus is on lighting 
technology and our customer experience, particularly our real time radiosity SDK, Enlighten. 

 

My talk today is not about Enlighten. Instead I want to present my thoughts on game lighting pipelines 
in general.  

 

This is a high level talk about missed opportunities in lighting pipelines. Particularly what has changed in 
the last few years and what we should be looking to in the future.  

 

[Michael will give the Seattle talk] 
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There is a common mantra: òIteration, Iteration, Iterationó.  

 

I doubt  there are many studios that would claim that iteration time is unimportant.  

 

But how much do we really believe in this? Or more pertinently, how far should this statement be taken? 

After all, this is not a black and white position to hold. There are shades of grey.  

 

For example, we see that lighting pipelines in games frequently diverge into two camps. Realtime and 
offline. 

The offline guys are looking at long iteration times, most likely with overnight lightmap bakes.  

 

Do the offline guys really not care about iteration?  
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Of course they [the offline lighting guys] care about iteration. Because it doesnõt really matter what game 
or app you are making. Faster iteration times will always improve your artwork.  

 

The tradeoffs occur when considering the capabilities of your target platform. Even on consoles, realtime 
dynamic lighting is expensive. 

 

On a low power platform, such as a tablet or smartphone, you may not have much choice ð offline is 
(nearly) the only option. Although the rapid increases in performance these low power platforms are 
making, this will not be the situation for very long.  

 

Quality , not just iteration time, is the end goal. Iteration time is an important part of this, but so are 
offline lighting workflows. If you are able to limit yourself to static lighting in game, by doing your 
lighting offline you have significantly more computational resources available.  

 

So this is where our tradeoff with iteration time occurs. We tradeoff dynamic lighting and iteration time 
in order to get the best possible quality lighting using a heavy duty offline lighting engine.  
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The intention of this talk it to examine this trade off,  and question much of the received wisdom we may 
have accumulated.  

 

Most offline engines are not just a bit slower than realtime lighting techniques. They are several orders 
of magnitudes slower .  

Lighting times go from milliseconds to hours the second they become ôofflineõ solutions. 

 

Offline lighting engines do produce very good quality lighting. But we should ask questions of whether 
the huge computational effort required is really justified. Is there no middle ground?  

We shall return to this point shortly.  

 

We should also ask when too far is too much. At what point how much have you compromised your final 
lighting quality through poor artist feedback?  

Or more controversially: at what point has your lighting technology become more important to your 
lighting than your lighting artists?  

Because you are trading off artist time against computation time. This is understandably a hard tradeoff 
to quantify.  

We shall discuss aspects of this tradeoff, and suggest ways to minimise computation time. 

 

And finally, graphics research is producing more than just siggraph papers for Avatar and yet more 
shadowing mapping variations. We shall look at some examples. 
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Why re-examine the trade offs in lighting pipelines now?  

 

Hardware and software have both advanced in the last few years. Real time lighting techniques, both for 
direct and indirect lighting, are capable of signficiantly higher quality than the handful of shadow 
mapped spot lights that are more commonly associated with real time lighting. Part of this is the advance 
of hardware, part of this is software. 

 

However, we are seeing that real time lighting techniques have not trickled down into offline workflows 
as much as they could. 

A key observation I will make at several point in this talk is that real time and runtime are not the same 
thing .  

 

I will conclude that there  are now real time technologies that are applicable to offline workflows.  

We should be looking at all lighting pipelines as being real time . Even if many of them are purely 
offline.  

It should now be possible to make the distinction between offline and runtime much more narrow.  

 

And in call cases the artist should be trusted to produce the final lighting, not a blind computation, no 
matter how much computing power it consumes and rocket science it claims to offer. I shall give some 
examples of this. 
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So here is our agenda. 

 

I will focus first on why artist should be in control. Why we should be applying effort to reduce their 
iteration times and giving them greater control.  

 

We will then look how we can use real time technologies to reduce their iteration time directly, and 
finally examine what hybrids and future prospects exist. 
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Without even realising it, coders (including myself) are tempted to see problems as having software 
solutions. 

 

But lighting is a complex problem, and not one of those complex problems where the best solution is 
always a computationally expensive software solution. 

Artist must be in the driving seat, so we can look at what simple software solutions we can provide that 
enable them to solve the complex problems.  

 

This is because the end result we are interested in is a perceptual one. Our perception of a scene can 
differ quite significantly from the optical model of the scene. There are several famous example of this. 

 

We will look at why optical models are insufficient using 3 examples.  
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Our perception of brightness  is a great examples of how complex our human visual system is. There are 
many examples of this, but hereõs just one. 

 

Depending on the viewing device you may find that the larger (outer) left circle is lighter than the right.  

Similarly, the inner circle may also appear brighter on the left than its counterpart on the right.  

 

You can probably guess that both the outer circles are actually identical (128 grey, the same colour as 
the centre of the image). And the inner circles are also identical (143 grey ð 12% brighter than the outer 
circles).  

There are actually two factors affecting our perception of the brightness of these circles: contrast  and 
assimilation : 

The difference in contrast is the stronger of the two. This is why we see the outer circles as brighter on 
the left and darker on the right. They are brighter/darker than their background and our perception 
appears to exaggerate this. 

More subtle is that the inner circle have the same local contrast (the outer circle), so why do we perceive 
them as different? Well, we tend to find objects take on the same colour as their surroundings.  

 

I feel itõs unfair to call these kinds of examples òoptical illusionsó. They are not obscure clever 
tricks,  they are prolific and influence your perception of all images.  

 

 

(This example is recreated from òContrast and assimilation in the perception of brightnessó, Shapley and 
Reed, 1985.) 
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Ignoring for a moment the problem of perception of brightness, ôjustõ representing real world optics is a 
serious challenge.  

Suppose you wish to represent the illumination in these images in the same game lighting pipeline.  

 

Both these images have something in common ð they have a single obvious source of illumination that 
appears ôbrightõ and dominates the image.  

However, I would expect they have extremely different luminosities.  

 

What we cannot do is simply model these optically, and assume our HDR pipeline and tonemapping will 
just take care of it. 

 

If we attempt to model this in a game lighting pipeline using real world optical values we will have quite 
a struggle. 

Game HDR pipelines can represent values greater than one, but do not stand much chance of accurately 
representing both sunlight and subtle interior lighting without significant quantisation error.  

Itõs not just one obstacle - there are many limitations, including HDR lightmap storage costs, 
rendertarget formats, linear-only interpolation, and so on.  

So currently you have to compromise and reduce the dynamic range of your lighting early in your 
pipeline. 

 

We have to accept that the interplay between the authored lighting, tonemapping and post processing, 
limitations of the engine, and the context and content of the scene we are illuminating is complicated.  

 

No black box renderer can solve this for you. It requires an artist, and it needs iteration time with good 
tools to get right.  
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Another important  job of lighting is that it allows us to perceive shape and depth. 

 

Cinematographers have long used light to emphasise shape and focus our eye. This is where fill lights, 
kick lights, key lights and so on come in. 

 

But in CG we have an addition tool ð ambient occlusion.  

AO is in some ways a natural definition of shape, and easy to work with. I suspect this is why AO is so 
appealing. 

 

Itõs sometimes viewed as a hack, but I think this is missing a trick. We can use it to our advantage and 
should embrace it as an additional lighting tool.  

 

(Image courtesy of Toni Bratincevic: 
http://www.interstation3d.com/tutorials/making_slow_decay/slow_decay_take01.htm) 
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Black and white is easy. Colour is hard.  

Anyone who has tried taking photos in black and white may have noticed this!  

 

Yet it is an extremely power emotive tool. 

 

In another twist of our perception system, it appears we perceive colour before  detail . It is where our 
first impressions of an image come from. Matisse and the impressionists may very good use of this. 
Matisseõs òThe Red Studioó is a famous example.  

 

The image above is a photo from an exhibit called òRoom for one colouró, by Olafur Eliasson. The idea is 
that instead of being bombarded  by normal overhead lighting you are immersed in a pure yellow. You 
become de-sensitised to the bright yellow as your eyes adjust, becoming more sensitive to other 
shading. Upon leaving you experience the afterglow and see the next room in violet. Itõs a very 
minimalist, but highly effective demonstration of how the impact one colour has on not just what you are 
looking at now  but what you look at next,  and the difference the colour makes to your experience of an 
otherwise plain room.  

 

As you might imagine, similar perceptual illusions such as the brightness one we looked at earlier also 
exist with colour: 

http://www.psy.ritsumei.ac.jp/~akitaoka/color12e.html  

 

The difficult to predict influence of colour has a significant impact on your experience as a viewer. Again, 
fast iteration and good artist controls are the only real tools you can apply to this.  
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So letõs move on to looking at how artist work in game pipelines. 

 

In practice, we frequently find that the range of art workflows  used in practice tends to be defined by the 
technology they use. 

 

Studios that use heavy offline computations for their final result also resort to a heavily pipelined 
workflow. 

 

Where as on the other extreme, studios that can support live editing are much more iterative.  

 

Thereõs not just a separation in the types of technology companies use, there is also a separation in their 
workflow style. 
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This is our tradeoff in practice, with some studioõs tipping the balance in favour of art disciple, and others 
in favour of art freedom.  

 

Disciplined studios tend to focus more on details. Large changes are painful, so there is an incentive to 
avoid them. 

But given a stable target, they are well positioned to apply the greatest attention to detail.  

 

Free studios can embrace change more readily, but may not have the most powerful tools. 

Development of a fun game is not easy, and they are well positioned to be adapt to the needs of the 
game. 

 

Depending on where you choice viewpoint you can actually convince yourself of both positions. And 
your chosen style of development may even extend into the culture and structure of your studio.  

 

But is the art workflow and pipeline length really dictated by the technology?  
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Iõd suggest not.  

 

The point I wish to challenge is the assumption that this distinction  needs to exist for game lighting 
pipelines.  

 

There may be differences in the technology, but there are also differences in philosophy.  

 

We may have adopted this position for historical and/or technical reasons, but these two positions are 
no longer required to be distinct.  

Iteration and quality are always important. And there is now little technical reason for this separation to 
continue.  

 

Artistic freedom requires realtime feedback, but does not require a runtime lighting engine. There is no 
reason artists cannot have great iteration times and remain in control when creating offline lighting. 
There is no technological reason the same live editing controls an artist working on a dynamic runtime 
lighting engine enjoys cannot be available to an artist working offline.  

 

And the quality levels that disciplined studios strive for are much more achievable these days with real 
time or interactive techniques. At the very least, studios that want to use computationally expensive 
techniques can still get a huge amount of creative freedom simply from the use of good real time 
previews. Previews that are good enough to avoid any guesswork when iterating on lighting. 

 

In all cases, the challenge is to provide greater art control. Greater control through higher quality 
tools, and greater control through fast iteration. For we should always trust artists with the 
controls, not the renderer.  
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So letõs tackle into how we can reduce iteration times in offline lighting engines through real time 
technologies. 

 

Weõll then look at what kinds of hybrid pipelines we should be building, and what research exists and 
may turn up in the next few years. 
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All offline  baked lighting tools store their results in l arge DXT/S3/BC-compressed textures. They all 
require, or attempt to generate automatically, a UV unwrapping, and produce results similar to this 
image. 

 

Baking direct lights and radiosity is quite standard now. The tools mainly vary in their lighting quality and 
speed of convergence. I expect they are very similar in terms of algorithmic approach.  

 

Apart of the obvious advantages we discussed earlier of a very high quality output, baked lightings also 
benefits from being a familiar tool to artists.  

This is significant as familiar tools are fast tools. Everyone has used them and people are aware of the 
limitations and are experienced in working around them.  

 

The main disadvantages are 

ÅVery poor iteration times  

ÅCannot update at run time  

 

Authoring UV layout is an annoyance, and a tricky problem to solve completely. Tools for doing uv 
parameterisation and packing have improved and do much of the grunt work.  

With a bit of luck we may see alternative ways of storing baked lighting in the future, but the familiarity 
and performance of lightmaps will probably ensure they persist for a considerable while. 

19 



But lets not forget a few things:  

Lightmaps are a great vehicle for lighting  on consoles 

 

They may be large, but for the amount of impact they can provide they are rather economical.  

They are also very easy to stream and manage, so the in game memory footprint is usually somewhere 
around 10-15 megs for most studios weõve spoken to. 

 

These properties are all independent of the content you store in them.  

 

So itõs not the lightmaps themselves that are to blame.  
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So when we talk about baked lighting, I want to only use that term for òputting things in texturesó.  

 

Baking doesnõt have to be rocket science and take an age to compute. They donõt have to be computed 
with photon mapping or bidirectional path tracing. Your GPU is already pretty good at generating them.  

 

It can be done quickly, even in real time or interactively. Even large textures are not a significant obstacle. 
Lightmaps are about the same size as a typical PC frame buffer. 

 

And it doesnõt have to be done offline. It is possible to do baked lighting at runtime, although itõs not 
likely to be the kind of thing you want to do every frame. Weõll return to this idea in the next section.  

 

 

The main point is that lightmaps are just a representation of your lighting. How and when you compute 
that lighting is entirely separate. 
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In recent years, there has been a significant trend towards real time lighting. And weõve been great 
advocates of this. 

 

But the words real-time  and runtime  have become synonymous, incorrectly. There is no reason real 
time lighting shouldnõt have a major part of play in offline lighting.  

So we shall reserve the word runtime for things that are genuinely dynamic during the game, and real 
time for anything you can edit and see the results of immediately.  

 

So what is to stop us just computing real time lighting and writing it into a texture? Not much, really.  

Itõs remarkably straight forward. We have done a proof of concept implementation internally, and as 
youõd expect, itõs possible to move and bake lights interactively. 

 

We took the approach of switching lights between being òbakedó and being òrealtimeó. While you are 
editing them (say, dragging them around) they use a real time technique.  

When you drop them they get re -baked.  

 

This isnõt the only approach. It is also likely that you can re-bake the textures for many light sources 
interactively, without using a real time preview. 

 

In all cases what you see is the divide between real time / runtime / baked being removed. There is only 
one class of lights because all lights are editable.  

Whether they happen to be dynamic at runtime or not becomes a separate issue, not one that affects 
the artist workflow.  

 

The two issues that real time lighting needs to tackle are shadowing and radiosity.  
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One thing we have in our favour is that since we have separated real time from runtime, we can notice 
another assumption.  

Real time lighting is not just shadow mapped DirectX/OpenGL spot lights and point lights. This is console 
runtime lighting.  

 

The kind of things you can do on a top end PC, even just a desktop, is far ahead of what consoles can 
handle. 

 

The current console cycle has been a particularly long one, and most of us have been focusing on 
getting the last few drops of performance out for years now.  

This can leave us slightly blind to notice the changes that have occurred on the PC in the meanwhile.  

 

The PC market is not what it was, and the industry is no longer driving DirectX and the PC hardware like 
it used to. I strongly suspect that we havenõt really seen what the current top end PCs are capable of.  

The processing gap is immense. Itõs a considerable mine of resource we could be tapping to improve our 
games, even on the current console cycle. 

 

In a few slides Iõll talk about some examples of what modern PCs are capable of. 
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So how we deal with real time radiosity? 

 

In fact, real time *runtime* radiosity lighting is now practical on consoles. There are two broad categories of 
techniques, which for want of a standard name, Iõll refer to as ôvolumetric flowõ and ôlightmap generationõ. 

I wonõt explain the techniques in detail in this talk, but you can follow the references at the slide notes for more 
information.  

 

By òvolumetric flowó I mean techniques, such as Light Propagation Volumes, and the Little Big Planet approach. These 
use volume textures and transport within the volume to model the lighting.  

They can handle dynamic geometry and lights, but memory and quality are limited by the size of the volume texture.  

 

By òlightmap generationó I mean techniques, such as the one used in Milo, and real time radiosity middleware. These 
output lightmap textures and avoid volume textures. They can handle dynamic lights and relit dynamic geometry, but 
depend on static geometry being available during a precompute step.  

 

There is a considerable amount of real time radiosity research that is not applicable to console runtimes, but does 
work offline.  

Most of this is still in research demonstration form. But there is a fair spread of ideas, and this research could provide 
some very interesting offline lighting solutions.  

 

And in due course, itõs quite likely that some of the current PC-only lighting technology may become practical on 
future consoles. I doubt we will see the kind of data-intensive solutions we see on PCs on consoles anytime soon, but 
we may well see derivatives of current research.  

 

ÅLight propogation  volumes: http://crytek.com/cryengine/presentations  

ÅLBP: http://portal.acm.org/citation.cfm?id=1185834 

ÅEnlighten: http://www.geomerics.com/downloads/radiosity_architecture.pdf  

ÅMilo: http://miciwan.com/GDC2011/GDC2011_Mega_Meshes.pdf 

ÅSIGGRAPH 2009 course on RT-GI: http://www.cs.ucl.ac.uk/staff/j.kautz/RTGICourse/ 
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To give you some numbers for the expense you should expect of a real time radiosity system, this is what 
the costs are for a demo we produced earlier this year. This technique is the òlightmap generationó camp. 

 

On consoles, we amortise the work across multiple frames and essentially just solve radiosity as fast as 
we can within the budget allowed. If no lighting changes occur we donõt have anything to do. If the 
entire world changes in a single frame, some areas of the world can be expected to lag behind.  

 

On PC the cost of the radiosity becomes much less of an issue. The CPU can happily keep up to speed 
very large levels, and dynamic changes. The PCI-Express connection is the main limiting factor. 

But on a PC you can also use GPGPU APIs to keep all the work close to the GPU. In this case, with a Fermi 
class GPU we can update the entire deathmatch level in a couple of milliseconds, without any cleverness. 

 

The point is that radiosity on this hardware is equivalent to the cost of a SSAO pass on console 
hardware. Itõs definitely fast enough and high quality enough to provide excellent radiosity lighting 
either for consumption as your final lighting output, or as a pre -visualisation.  

 

òDockyardsó 

ÅDeathmatch level 

ÅFully dynamic lighting 

ÅFully dynamic radiosity 

ÅExplosions, rocket fire, flash lights, day/night, etc. 
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What else can we take from real time lighting? 

 

There is a wide class of techniques, which for lack of a better name, Iõm going to class these as òbetter 
than ambientó, although I donõt mean to imply that these do not look good. 

Given the right setting, some of these will look very good. The main issue is that they arenõt general 
purpose and under anything other than the perfect setting their weaknesses are likely to show up. 

If they work for your setting, great. If not, they may be too limited to use at all.  

 

For example, PRT lighting can look incredible, as well demonstrated by the RTHDRIBL demo by Masaki 
Kawase (http://www.daionet.gr.jp/~masa/)  

 

Other examples include the volumetric lighting solution in LPB2, which only works because of the 2.5D 
nature of the game. 

 

Many of these are already used as part of offline baked workflows (PRT for example).  
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Deferred lighting, and similar variations such as light pre-pass rendering, have also received a lot of 
attention in the last few years. 

 

The key observation is the by separating the computation of materials from lights, various aspects of 
your rendering become simpler and faster.  

That decoupling is expensive in terms of memory, but it does allow you to have very large numbers of 
light sources. 

 

Deferred lighting doesnõt give you anything you couldnõt do before, but does suit games that want to 
make a bigger deal of dynamic light sources. 

The image is taken from Johan Anderssonõs compute shader prototype for their deferred renderer, and 
shows 1000 point lights running in real time.  

 

Deferred lighting is as applicable to baking light maps as it is to doing  lighting in real time.  

You can build a g-buffer in just the same way as you would for a renderer frame, and the shade as 
normal. 

 

As an architecture is translates between baked and real time uses very naturally. 
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So now weõve spoken about the main line of attack.  

 

What techniques can we pull down from recent PC real time lighting. 
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If real time lighting is to become a major player in offline baked lighting workflows, a few things will 
need to improve. 

 

Firstly, the set of lights and controls that are typically exposed are inadequate. Now we are less limited by 
hardware we should expand our real time techniques. 

If you compare the range of light types we currently work with, to the variety the film industry use, itõs 
quite limited.  

We donõt have funky volumetric point clouds or other data intensive techniques. We should question 
whether any of these are applicable. 

 

Similarly, we are always throwing away information. Our game production pipelines are lossy. You chuck 
out data the second you can.  

This is slightly out of sync with the film industry where they tend to keep around a lot of data and do 
things incrementally.  
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Letõs first look at a new light types: Area lights. 

 

For artists working offline they may not actually be that new. Several studios use area lights as their 
primary light source in offline renderers. 

But recent hardware and software advances have made them achievable in real time. 

 

Film quickly adopted area lights as a means to produce global illumination effects, before GI that became 
feasible. 

Pixars, Ratatouille was a well documented example of this. 

 

There are several papers on this subject, but thereõs two examples. 

 

The top paper is the more technically interesting and well worth a read. I wonõt explain the technique 
here, but this and volumetric techniques for area lights do present a practical means of getting real time 
area lighting. 

 

The bottom paper is much simple, and far closer to regular soft shadows. Itõs essentially a trick for 
efficiently computing and combining a lot of shadow maps into a single light source. In the paper they 
use 24 points. This isnõt going to produce the kind of really wide soft shadows we may want, but it a 
really simple first step and will produce nice shadows without much work.  

I think itõs interesting particularly as a ratio of coding to output is quite good. 
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